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Abstract

Keywords:

Grid Computing is now in the state of development that can offer dynamic man-
agement of various parameters that affect the applications’ properties such as
performance and reliability capabilities. The importance of that achievement is
great, given the trend of migrating traditional service markets to inter-enterprise
infrastructures and the resulting demand in more or different guarantees on the
level of the Quality of Service. In that frame, we present a design pattern for
monitoring and evaluating SLA terms on service-oriented architectures. This
mechanism takes into account the actual capabilities of the service provider in-
frastructure and maps them to customer-centric Quality of Service terms, thus
ensuring that agreements will not be validated. In this way it enables the esti-
mation of the actual capability of the service to provide Quality of Service at a
certain degree.

Quality of Service, Service Level Agreement, Business Grids, Service Oriented
Architecture
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1. Introduction

Business environments are heavily relied on Quality of Service (QoS) due to
their commercial nature and the resulting interaction with clients. What makes
a service attractable to customers -if not the nature of the service itself- is its
quality. However, when it comes to IT services, the technology has provided
us the tools for not only provisioning and managing the quality but also for
negotiating upon it. Moreover, in heterogeneous and distributed systems which
are now largely based on Service Oriented Computing (SOC) principles, such
as Open Grid Service Architectures (OGSA [1]), these functionalities make
even more sense, since the quality provisioning capabilities of the services are
so diverse that one could assume that the offered QoS levels are non-discreet.

Eventhough business and in turn, enterprise Grids -which nowadays are de-
ployed upon service infrastructures by default-, have some prototype mech-
anisms to utilize the offered QoS as information, they lack a coherent and
ubiquitous way to quantify and manage this kind of information and in turn,
make use of it. The most important reason for that is the weakness to identify
the source of QoS information and to devise a single way to extract it. It is
unclear of whether it is the service provider or consumer that must define the
QoS level that is going to be provided or consumed. This is largely due to the
confusion that the different representation of quality causes when addressed in
different architecture layers or organizational boundaries. However, the need
for tools to dynamically express QoS requests and provision capabilities, has al-
ready been stated clearly in lots of Grid areas such as Service Level Agreement
(SLA) negotiation.

In this study we attempt to record the approaches taken so far with regard
to the QoS as information in Grid computing (§2), while in §3, we present
our approach. Specifically, we explain the differentiation among quality types
depending on the perspective and we take a first approach to analyze the re-
quirements of the customers that are to be included in SLAs in terms of QoS.
In §4 we present the architectural pattern of a service-oriented module and we
advocate that it is capable to provide QoS information to the service provider
in order to avoid SLA violations and maintain his quality provisioning level.
Finally in §5 we present our conclusions and the open issues that are following
this study.

2.  Related Work for QoS in Grids

Extending the Grid infrastructure in a way that can be used in commercial
applications (i.e., to provide guarantees of the negotiated QoS requirements)
necessitates the awareness of QoS information for each of the various layers
of a Grid Middleware in order to determine the overall quality level. Various
assurances are made by Grid environments by the virtue of their establishment.
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These include cases where the consumer is interested for Grid services which are
hosted on “high-end” resources including expensive equipment and data storage
systems, and which are connected via reliable and high-speed networks. More
strong QoS information such as deadline guarantees or advanced reservation of
resources/bandwidth imply also a set of assurances whose information are of
vital importance for the overall provision of quality to the consumer.

There are various approaches that handle QoS in the most known Grid imple-
mentations. The Globus Architecture for Reservation and Allocation (GARA)
[2] addresses QoS at the level of facilitating and providing basic mechanisms for
QoS support, namely resource configuration, discovery, selection, and alloca-
tion. This architecture is particularly aimed at using Globus services to support
allocation of resources, and utilises specialised resource managers (such as a
Diffserv manager) to support admission control and application adaptation at
network edges. Current emphasis has been on supporting request authentication
and authorisation [3]. Condor-G [4] has been extensively used in the Globus
context and provides a substantial instantiation of Globus/GRAM. However,
Condor-G supports only coarse-grained and concrete resource types, is stat-
ically configured and non-extensible, and has serious limitations in terms of
adaptation: all it can do is migrate or restart jobs in the case of failures [5].
Nimrod-G [6] allows the users to lease and aggregate services of resources
depending on their availability, capability, performance, cost, and users’ QoS
requirements. The resource price may vary from time to time and from one
user to another. At runtime, the user can even enter into bidding and nego-
tiate for the best possible cost-effective resources from computational service
providers. The objective of the Libra project is to expand what had been for
Grid computing by Nimrod-G via implementing the Libra scheduler for cluster
computing [7].

3. QoS Provisioning

Next Generation Grid architectures are bound to tackle issues such as the
integration of various business processes in the Grid business logic, the effective
inclusion of SLA negotiations and the service selection process given specific
criteria. All these imply the interference -either in a direct or an indirect way-
of the consumer that must now express his QoS requirements according to his
own quality experience (QoE).

On the other hand, the provider must somehow be aware of details regarding
his quality provisioning capability and in what level he is able to offer them, in
order to utilize and negotiate upon them. These details may include statistical
information about the operation of services and resources, about the capabilities
of the resources, about the billing policy of the service provider and finally about
the quality of the service throughout time.



The above statements bring about the distinction between the quality as
perceived by the customer and the provider. The customer assesses quality using
his own experience as a guide, whereas the provider using metrics and low level
information related basically to the infrastructure. These low-level metrics are
deriving from the agreed SLA terms and reflect the way that the provider wants to
monitor, evaluate and in general assess the issue of quality provisioning. Taking
this one step further, one may observe that there are two conceptual entities that
govern this process. The one is the concept of low-level, infrastructure-oriented
parameters which reflect the service provider’s performance capability which
we will call QoS parameters. The other concept is the one of higher-level
parameters that are closer to the customer’s understanding of the QoS and the
application. We will refer to the latter as QoS Indices.
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Figure 1. QoS Parameters are crossing Grid Environments from the resources, through the fab-
ric layer, up to the management layer. QoS Indices derive from end-users, across the application
layer and end down to the management layer.

The term QoS parameters is broadly used for these parameters referring both
to the resource and the service instance properties and which are usually prod-
ucts of benchmarking and performance monitoring tools. On the other hand,
QoS indices are commonly used as terms in the SLA contracts and the service
consumer is expected to express his/her demands by assigning respective val-
ues. The reason is that they can be understood by both parties and therefore an
agreement upon specific values can be achieved.

Following that rationale, it is instinctively obvious that there is a correlation
scheme between QoS parameters and indices that help the provider do the
deduction. Furthermore, one can safely assume that this correlation is a one-
to-many relation, in the sense that one QoS index can be mapped to at least
one parameter. This kind of mapping is the result of the mixed influence of the
application type and the business model of the provider.
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On a side note, it is a fact that much of the low-level information contained
in QoS parameters can be extracted easily at real time by various Grid com-
ponents such as monitoring components or even components that model the
resources based on specific attributes (like performance). This kind of compo-
nents are usually using low level modelling specifications and standards such
as the Common Information Model (CIM) [8] in order to provide a generic
modelling method that will be able to be applied to all the resources.

However, there is still more information to be collected and more methods to
be employed in order to reach the point were the QoS will be simply represented
in SLAs as a set of indices. In the examples that the authors studied, SLAs are
static, referring to simple usage metrics that are QoS parameters. The need for
dynamicity and means to describe indices upon which both the customer and
the provider are willing to negotiate is the motivating concept for this research
effort. This work attempts to take this concept closer to the implementation
level and for that reason we studied the case of Business Grids. The goal is to
conclude to an acceptable, desired set of QoS indices. In other words we looked
into the operation of the Business Grid and tried to define what the customer
would require from the Grid and what the service providers could possibly
provide. This information is vital for an SLA document which, as stated in [9],
it should address the following key aspects:

What the provider is promising.

= How the provider will deliver on those promises.

= Who will measure delivery, and how.

m  What happens if the provider fails to deliver as promised.

m  How the SLA will change over time.

According to the above, aspects 1 and 2 are essential to this study. The Ist
point implies the information regarding the QoS provisioning capabilities of a
provider, usually expressed through an SLA template and QoS indices. The
2nd point is related to the QoS parameters and how their values affect the SLA.

Based on the described study, there are 6 major categories of QoS information
that characterize the quality provisioning capabilities of a provider and are
expected to be found in a SLA addressing point 1. These are the following QoS
indices:

= Availability information. This is an index deriving from low level infor-
mation related to a service instance. It provides a mean to measure the
availability of the service instance throughout time, like if the required
service is up and running, or if the libraries or binaries exist.



m Reliability information. Similarly, an index can be created out of these
data. It is an index deriving mostly by the statistical analysis of the
Auvailability information, since (in simple terms) a service instance is
reliable as long as it is available for a specific time period.

m  Performance-related details. This is a very complex issue. Several at-
tempts to measure performance have taken place ([10],[11],[12]), how-
ever, they are all based on specific assumptions and are not generic
enough. In that frame, the intention is to provide some abstract perfor-
mance parameters that will contribute in calculating some QoS temporal
parameters, such as usage data, etc. Clearly, these details are affected by
QoS parameters addressing the lower layers of Grid infrastructure, for
example CPU and memory usage.

m  Cost-related details. This is more related to pricing information regarding
the specific service instance like the billing rate per time periods, etc.

m  Statistical information on the Quality of the Result. This can be summa-
rized in an index showing the satisfaction level of the user when he/she
received various results through time. This index aims to do be calculated
by the feedback provided back to the service providers by the customer,
if there is any. This is better known as Quality of the customer experience
(QoE) and it is restricted to quality as he perceives it,

= Statistical information about SLA violations. A rather interesting piece
of information would include an index showing the rate that which a
service instance is violating the agreed SLA.

In the following section we are presenting the requirements that an architectural
design must meet in order to enable the provisioning of QoS indices associated
to the abovementioned categories.

4. QoS Provision Module

We designed a component in order to describe the functionalities of a mon-
itoring and evaluation system. The principle of this mechanism is to collect,
estimate and provide QoS information to any part of the overall architecture re-
quires it, as long as there is a trusted relationship established amongst them. The
prototypes followed are for an open architecture consistent with the NextGRID
IST [13] components where we defined the minimum set of interactions by
determining the interfaces. This kind of mechanisms are essential to the opera-
tion of service providers in order to maintain operation efforts according to the
signed SLA and in order to be able to trigger policies whenever a violation is
predicted. In simple words, the service provider must monitor QoS parameters
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and then correlate them with the SLA QoS indices, in order to avoid violations
and compensations and also to maintain the desired level of reputation.

The quality of an offered service is spread out to each service instance of
a Grid environment rather than in a service or resource level, as the instance
comprises the actual implementation. Thus, the QoS information must be ex-
tracted by each one of the instances of a service and therefore the design of
the mechanism has to take into account various implementations of the same
service, in different platforms and with different properties. In order to tackle
this problem we proceeded with designing two components, that must be de-
ployed in the provider’s domain, as they will handle information belonging to
the provider and will produce outputs for the provider. We will hereafter call
this mechanism “QoS Information Provisioning Mechanism”. The high level
design of this mechanism is the following:

«COMponents 9 aGOmpenils
oS Informalion Requester Oo& Information Provider

QO ©

"

Hislory Interfacs i Real Tim= Infarface i

=COMpONEnts
Repasiton

Figure 2. QoS Information Provision Component Model

As itis depicted in the figure, the mechanism is comprised of two major compo-
nents: the “QoS Information Requester” and the “QoS information Provider”.
The Provider is collecting low level information (QoS parameters) directly from
the service instances by running scripts and benchmarks, in order to monitor
some system metrics, usage or enquire for its current status. It then sends the
extracted and calculated parameters back to the Requester.

The Requester’s job is fourfold:

m  Trigger the Provider in order to “activate” it for the information gathering
process in real time. This operation must be initiated by sending a mes-
sage indicating the parameters that must be returned upon the completion
of the operation of the Provider,



m  Performing calculations and storing the QoS information in a repository.
All the parameters delivered to the Requester are then processed and a set
of indices are accruing. These indices are forming the QoS information
that will be later delivered to each one who requests it. As mentioned
before these indices include but are not restrained on the availability, reli-
ability, performance and pricing properties of the service instance. Once
these indices are computed, are then stored in the repository. The repos-
itory can be a single database for efficiency purposes but its operation
can be extended to encompass other functionalities of other modules as
well, or vice versa. In that frame, the QoS information provision module
can share the same instances of a repository with a service discovery
component, even using the same naming and addressing schemes.

m  Handle queries from third parties so as to provide the information back
from the repository. Since, Service Oriented Architectures must remain
open and flexible, the QoS information provision mechanism must permit
other components to access the data if they have the proper access rights
or a certain degree of trust s established in their communication link. A
“history interface” should allow the submission of queries which in turn
the Requester is handling.

m  Collect information from other SOA components or third parties. Some
parameters required for the calculation of the QoS information indices
can be already found in other components. For instance, information
about SLA violations can be provided by the potential SLA monitoring
mechanisms.

The QoS Information Requester is placed within the provider’s organiza-
tional boundaries in terms of trust, that is, it can be part of or a trusted third
party to the provider. This can maintain the privacy properties for data that the
service provider would like to keep within the VO that it is part of and leave
the task of disseminating this kind of information entirely up to the provider’s
policy. In a similar rationale, the repository must be also part of the service
provider. Of course, from a different perspective both the Repository and the
Requester services can be provided by a trusted third party as services to the
service provider. However, there seems to be no alternatives for the QoS In-
formation Provider (in terms of architecture design), which must be deployed
in each service provider, operating for each service instance, otherwise its ex-
istence is unnecessary (if, for instance the provider is offering the low level
details with owned mechanisms).

The implementation and operation of the QoS-Information Provision Com-
ponent is regulated by the WSRF specifications, that is, the whole environment
is based on Web Services. Thus, starting from the service provider’s side,
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the services are deployed as WS-Resources with their lifetime defined by a
WS-ResourceLifetime [14] whereas the QoS parameters are exposed as re-
source properties through WS-ResourceProperties [15]. The QoS History is a
registry employing WS-Addressing [16] to store the service details and WS-
BaseNotification [17] to propagate the information related to an SLA violation.
The WS-Security [18] context is used for handling the security tokens. Finally,
WSLA [19] can be used for the SLA representation, monitoring and creation,
keeping at the same time in mind that it has not been adopted by any formal,
international Grid forum or Organization.

In detail, the Repository is implemented using an XML database (Oracle
Berkeley DB), whereas its container is based on a custom XML schema that
fits the particular needs. Its operations are exposed through a web service which
provides four interfaces, one for each operation:

= [Insert, whenever a new QoS index is to be inserted. Along with the value
itself, the requester sends a series of other details in the form of an SOAP
message, such as the URI of the service (which acts as a unique identifier)
and the lifetime of the parameter.

m  Update, whenever new values need to be added or old to be altered. Thisis
demanded whenever the requester’s outcome dictates such a change (e.g.
when the lifetime of a value has expired), or the other components (such
as SLA repositories) contribute by sending extra information (e.g. SLA
Violations). A specific placeholder for this has been created, however,
we have left the XML schema for the container open to changes, as new
needs might emerge in the future.

= Query, which is used whenever the Requester or a third party uses the
database for retrieving information.

m  Delete, for deleting records, for instance, whenever a service is removed
from the Virtual Organisation. At this point of time, this process is not
automated, however effort is pulled in order to retrieve information from
a NextGRID Registry [20] as to whether a service is available or not.

The database operations are accessed through other web services using
XQueries. Similarly, the Requester is implemented and exposed as a web ser-
vice over Apache AXIS. It provides interfaces for retrieving the values depicted
in the table bellow:

For the values above, the respective web service for the QoS Information
Provider, runs simple benchmarking tools. It then sends the values to the
Requester whenever it is invoked for a particular parameter. This is again
achieved through the exchange of SOAP messages. This closes the flow of
actions (in reverse order) that need to be done in order to store and use a QoS
index, starting from low level QoS parameters, extracted by the service itself.
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Table 1. Categorized QoS parameters that the QoS information provisioning mechanism mon-
itors.

Category QoS Parameters

CPU Capability
Flops Count/simple BM (linpack)
Kernel Version

Architecture Type
CPU Load
System Load
User Load
1/0 Load
Queue info

Policy (how many jobs at a time, max time)
Length (residency times?)
Number of running jobs
Inter-processor connections
BW Between processors in a cluster
Latency between processors in a cluster
MPI messaging
Memory/Cache
Capacity
Disk
Disk bandwidth (bonnie)
Installation
Software and versions
Environment, variables

5. Conclusions

In this work, we provide the architecture which addresses the requirements
of mechanisms that collect and provide in a ubiquitous manner the information
which is related to the capability of a service to provide Quality at a certain level
in a Service Oriented Grid Architecture. Apart from the type of information
that this mechanism is offering to a Grid environment, the differentiation to
other works is mainly concentrated to the fact that components following this
pattern should be able to operate within a competitive business environment,
optionally offering its knowledge to the customers or the providers, depending
on whether the two negotiating parties agree or not.

The QoS Information Provisioning component, was implemented and used
in the frame of a series of experiments in NextGRID IST and in particular
to the Digital Media application scenario, delivering very good performance.
According to this scenario, an animation designer executes a workflow that leads
to the 3D-rendering of his job. One of the main requirements for this application
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is to provide information which is understood to the designer that will enable
him to select the appropriate service that will deliver a result maintaining the
QoS guarantees. This was made feasible by the component, since he could
retrieve information about QoS indices which are customer-centric and that
reflect the actual capability of the provider to deliver QoS and in turn to hold on
his promise. The results were encouraging in terms of usability, as the designer
could retrieve the information he wanted and that could assist his selection
process, however, there is no clear indication that the violations were reduced,
as the reliability of the system is so high even without our component, that it
would require a more pragmatic approach to lead to safe conclusions (e.g. have
a designer use the system for a year or so).

At this point it is important to state, that for the abovementioned experiment
we assumed that the service provider has agreed on providing the customer with
details about its infrastructure. However, this is not the actual case, as even if
these details are mapped to high level parameters, the provider will be reluctant
to expose this kind of information. A metric for the success of the component
is -for example- the reduction of SLA violations in terms expressed as QoS
indices. The service provider can use this information and through reverse
mapping of the QoS indices to QoS parameters to conclude as to whether he
must change the initial offer and thus, the SLA templates.

The main concern for future work is to enable dynamicity in SLA negotiation
by identifying the main categories of high level QoS indices. Current solutions
include SLAs with static terms, usually referring to the usage, which comprise
the QoS parameters. Even this seems to be an efficient way to build a system,
it is problematic because these parameters are hardly understood by a simple
customer and even more, hardly interesting to them. What is needed is mech-
anisms that will be able to easily deployed in every system and to facilitate the
matching between QoS indices and parameters making the negotiating terms
comprehendible to the provider too. The requirements of such a mechanism
are described in this document.
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